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ABSTRACT
Social media platforms allow users to annotate photos with
tags that significantly facilitate an effective semantics un-
derstanding, search, and retrieval of photos. However, due
to the manual, ambiguous, and personalized nature of user
tagging, many tags of a photo are in a random order and
even irrelevant to the visual content. Aiming to automati-
cally compute tag relevance for a given photo, we propose
a tag ranking scheme based on voting from photo neigh-
bors derived from multimodal information. Specifically, we
determine photo neighbors leveraging geo, visual, and se-
mantics concepts derived from spatial information, visual
content, and textual metadata, respectively. We leverage
high-level features instead traditional low-level features to
compute tag relevance. Experimental results on a represen-
tative set of 203,840 photos from the YFCC100M dataset
confirm that above-mentioned multimodal concepts comple-
ment each other in computing tag relevance. Moreover, we
explore the fusion of multimodal information to refine tag
ranking leveraging recall based weighting. Experimental re-
sults on the representative set confirm that the proposed
algorithm outperforms state-of-the-arts.

Keywords
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1. INTRODUCTION
The number of online photos has increased dramatically

in recent years due to the ubiquitous availability of smart-
phones, digital cameras, and affordable network infrastruc-
tures. For instance, over ten billion photos have been up-
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Figure 1: The original tag list for an exemplary
photo from Flickr. Tags in black and blue colors are
user tags and automatically generated visual tags
from visual content, respectively.

loaded so far in famous photo sharing website Flickr which
has over 112 million users, and an average of one million pho-
tos are uploaded daily [2]. Such photos belong to different
interesting activities (e.g., festivals, games, and protests),
and are described with descriptive keywords called tags.
We consider the YFCC100M dataset (a collection of 100
million photos and videos from Flickr) in this study and
find that photos in this dataset are annotated with approx-
imately 520 million user tags (i.e., around five user tags per
photo). Such tags are treated as concepts (e.g., playing soc-
cer) which describe the objective aspects of photos (e.g.,
visual content and activities) and suitable for real-world
tag-related applications. Thus, such rich tags (concepts)
as metadata are very helpful in the analysis, search, and re-
trieval of photos on social media platforms. They are benefi-
cial in providing several significant multimedia-related appli-
cations such as multimedia summarization [24,26], landmark
recognition [11], tag recommendation [28], and tag-based
photo search and group recommendation [14]. However, the
original tag list of a photo does not give any information
about the relevance with the photo [15] because often user
tags are ambiguous, misspelled, and incomplete. An ear-
lier study [12] indicates that only 50% of the user tags are
related to photos. For instance, Figure 1 depicts that all
user tags of a seed photo1 (with title, “Train crossing Forth
1https://flickr.com/photos/94735786@N00/9648935041/



Bridge, Scotland”) are either irrelevant or weakly relevant.
Moreover, relevant visual tags such as bridge and outdoor
appear later in the tag list. Furthermore, another relevant
tag in this example is train but it is missing in both user
and visual tags. Additionally, often tags are overly person-
alized [9, 18], this affects the ordering of tags. Thus, the
multimodal (both content and contextual) information ac-
cess of such photos benefits a number of diverse social media
applications [22,23,25,27]. Hence, it necessitates leveraging
knowledge structures from more modalities for an effective
social tags ranking.

The presence of contextual information in conjunction
with multimedia content is very helpful in several significant
tag-related applications since real-world photos are complex
and extracting all semantics from only one modality (say,
visual content) is very difficult. It happens because suitable
concepts may be exhibited in different representations (say,
textual metadata and location information). Since multi-
modal information augments knowledge bases by inferring
semantics from unstructured multimedia content and con-
textual information, we leverage the multimodal informa-
tion in computing tag relevance for photos. Similar to ear-
lier work [14], we compute tag relevance based on neighbor
voting (NV).

Since the research focus in content-based image retrieval
(CBIR) systems has shifted from leveraging low-level visual
features to high-level semantics [17, 36], high-level features
are now widely used in different multimedia-related appli-
cations such as event detection [10]. We determine neigh-
bors of photos using three novel high-level features instead
of using low-level visual features exploited in state-of-the-
arts [14, 15, 34]. The proposed high-level features are con-
structed from concepts derived from spatial information, vi-
sual content, and textual metadata using the bag-of-words
model (see Section 3.1 for details). Next, we determine im-
proved tag ranking of a photo by accumulating votes from its
semantically similar neighbors derived from different modal-
ities. Furthermore, we also investigate the effect of early
and late fusion of knowledge structures derived from dif-
ferent modalities. Specifically, in the early fusion, we fuse
neighbors of different modalities and perform voting on tags
of a given photo. However, in the late fusion, we perform
a linear combination of tag voting from neighbors derived
using different high-level features (modalities) with weights
computed from recall scores of modalities. The recall score
of a modality indicates the percentage of original tags cov-
ered by the modality. Experimental results on a collection of
203,840 Flickr photos (see Section 4 for details) confirm that
our proposed new features and their late fusion based on re-
call weights significantly improve the tag ranking of photos
and outperform state-of-the-arts in terms of the normalized
discounted cumulative gain (NDCG) score. Our contribu-
tions are summarized as follows:

• We demonstrate that high-level concepts are very use-
ful in the tag ranking of a photo. Even a simple neigh-
bor voting scheme to compute tag relevance outper-
forms state-of-the-arts if high-level features are used
instead of low-level features to determine neighbors of
the photo.

• Our experiments confirm that high-level concepts de-
rived from different modalities such as geo, visual, and

textual information complement each other in the com-
putation of tag relevance for photos.

• We propose a novel late fusion technique to combine
confidence scores of different modalities by employing
a recall-based weights.

The paper is organized as follows. In Section 2, we review
related works. Section 3 describes proposed features and our
approach for computing tag relevance. Evaluation results
are presented in Section 4. Finally, we conclude the paper
with a summary in Section 5.

2. RELATED WORK
There exist significant prior works to compute tag rele-

vance for a photo [8, 14, 15, 34]. Liu et al. [15] proposed a
tag ranking scheme by first estimating the initial relevance
scores for tags based on probability density estimation and
then performing a random walk over a tag similarity graph
to refine relevance scores. However, such a process incurs
high online computation cost for a tag to tag relevance and
iterative update for the tag to image relevance. Li et al. [14]
proposed a neighbor voting scheme for tag ranking based on
the intuition that if different people annotate visually simi-
lar photos using the same tags then these tags are likely to
describe objective aspects of the visual content. They com-
puted neighbors using low-level visual features. Zhang et
al. [34] also leveraged the neighbor voting model for tag
ranking based on visual words in compressed domain. They
computed tag ranking for photos in three steps: (i) low-
resolution photos are constructed, (ii) visual words are cre-
ated using SIFT descriptors of the low-resolution photos,
and (iii) tags are ranked according to voting from neigh-
bors derived based on visual words similarity. Computing
low-level features from the visual content of photos is a very
costly and time-consuming process since it requires infor-
mation at every pixel levels. However, computing high-level
features from available visual and textual concepts lever-
aging the bag-of-words model (e.g., 1,756 visual concepts
present in the YFCC100M dataset and 13,727 textual con-
cepts present in the representative set) is relatively fast.
Thus, we leverage high-level features to compute tag rel-
evance for photos.

Moxley et al. [19] explored the ability to automatically
learn tag semantics by mining geo-referenced photos, and
categorizing tags as places, landmarks, and visual descrip-
tors. There exist some earlier works [33, 37] which leverage
both textual and visual content to computing tag relevance
for photos. Zhuang and Hoi [37] proposed a two-way learn-
ing approach by exploiting both the textual and visual con-
tent of photos to discover the relationship between tags and
photos. They formulated the two-view tag weighting prob-
lem as an optimization task, and solved using a stochas-
tic coordinate descent algorithm. Xiao et al. [33] proposed
a coupled probability transition algorithm to estimate the
text-visual group relevance, and next utilized it in inferring
tag relevance for a new photo. Wang et al. [31] presented
the regularized Latent Dirichlet Allocation (rLDA) model
for tag refinement, and estimated both tag similarity and
tag relevance. Such works motivated us to leverage high-
level features from different modalities and employ fusion
techniques to compute tag relevance since suitable concepts
might be exhibited in different representations.



Figure 2: The system framework of computing tag relevance for photos.

Geo Concepts Count Visual Concepts Count Semantics Concepts Count
Home (private) 49638 Outdoor 128613 Photo 12147

Cafe 41657 Nature 65235 Watch 10531
Hotel 34516 Indoor 47298 New 10479
Office 29533 Architecture 46392 Catch 10188

Restaurant 29156 Landscape 43913 Regard 9744

Table 1: Top five geo, visual, and semantics concepts used in the experimental set of 203,840 photos.

In a recent work, Zhang et al. [35] proposed a frame-
work to learn the relation between a geo-tagged photo and
a tag within different Points of Interests (POI). Moreover,
Wang et al. [32] proposed a user tag ranking scheme in the
micro-blogging website Sina Weibo based on the relations
between users. Such relations are derived from re-tweeting
or notification to other users. Furthermore, Xiao et al. [33]
utilized the Latent Semantic Indexing (LSI) model in their
tag ranking algorithm. First, they computed the tag rel-
evance using LSI, and next performed a random walk to
discover the final significance of each tag. Similar to earlier
works [14,34] we follow neighbor voting scheme to compute
tag relevance for photos. However, we employ high-level fea-
tures instead of low-level features in determining neighbors
for photos.

3. SYSTEM OVERVIEW
Figure 2 shows the system framework of our tag ranking

system. We propose three novel high-level features based
on concepts derived from the following three modalities:
(i) spatial information, (ii) visual content, and (iii) tex-
tual metadata. We leverage the concepts in constructing
the high-level feature vectors using the bag-of-words model,
and subsequently use the feature vectors in finding k near-
est neighbors of photos. Next, we accumulate votes on tags
from such neighbors and perform their fusion to compute
tag relevance. We consider both early and late fusion tech-
niques to combine confidence scores of knowledge structure
derived from different modalities.

3.1 Features and Neighbors Computation
A concept is a knowledge structure which is helpful in

the understanding of objective aspects of multimedia con-
tent. Table 1 shows the five most frequent geo, visual, and
semantics concepts with their frequency in our experimen-
tal dataset of 203,840 photos (see Experimental dataset in
Section 4 for details) that are captured by unique users.

Each photo in the experimental dataset has location infor-
mation, textual description, visual tags, and at least five
user tags. Leveraging high-level feature vectors that are
computed from above mentioned concepts using the bag-of-
words model, we determine neighbors of photos using the
cosine similarity defined as follows:

cosine similarity = A.B

||A|| ||B|| (1)

where A and B are feature vectors for two photos. ||A||
and ||B|| are the magnitudes of feature vectors for A and B,
respectively.

Geo Features and Neighbors. Since photos captured
by modern devices are enriched with several contextual in-
formation such as GPS location, this work assumes that the
spatial information of photos is known. Moreover, signifi-
cant earlier works [6,30] exist which estimate the location of
a social media photo, if it is not known. Thus, we select pho-
tos with GPS information in our tag ranking experiments.
The GPS location of a photo is mapped to geo concepts
(categories) using the Foursquare API [3]. This API also
provides distances of geo concepts such as beach, temple,
and hotel with respect to the queried GPS location, which
describe the typical objects near the scene in the photo. We
treat each geo concept as a word and exploit the bag-of-
words model [13] on a set of 1,194 different geo concepts
in this study. Next, we use the cosine similarity metric de-
fined in Equation 1 to find k nearest neighbors of photos
in the evaluation set of 500 randomly selected photos from
the experimental dataset of 203,840 photos (see Section 4
for details).

Visual Features and Neighbors. For each photo in
the YFCC100M dataset, a variable number of visual con-
cepts are provided (see Dataset in Section 4 for details).
There are total 1,756 visual concepts present in the collec-
tion of 100 million photos and videos. Thus, each photo
can be represented leveraging such visual concepts by the
bag-of-words model. We construct a 1,732-dimensional fea-



ture vector corresponding to 1,732 visual concepts present
in the experimental dataset. Finally, we use the cosine sim-
ilarity metric to find k nearest neighbors for all photos in
the evaluation set using Equation 1.

Semantics Features and Neighbors. Users annotate
photos using textual metadata such as title, description, and
tags. We only consider sentences and words which are writ-
ten in English. We extract semantics concepts from the tex-
tual metadata using the semantic parser provided by Poria et
al. [20]. For instance, semantics concepts such as beach,
corn island, sunset from beach, big corn island, and beach on
corn island are computed from the following sentence: Sun-
set from the beach on Big Corn Island. We also consider
knowledge base related to sentiments such as SenticNet-
3. SenticNet-3 is a publicly available resource for concept-
level sentiment analysis [5] and consists of 30,000 common
and common-sense concepts such as food, party, and accom-
plish_goal. Since such common and common-sense concepts
are often used in the tagging of photos, we leverage the
SenticNet-3 knowledge base to construct a unified vector
space. Earlier work [26] presented an algorithm to asso-
ciate the determined semantics concepts to SenticNet-3 con-
cepts. There are totally 13,727 SenticNet-3 concepts present
in the experimental dataset. With the bag-of-words model,
we construct 13,727-dimensional feature vectors for all pho-
tos and compute their k nearest neighbors using the cosine
similarity metric.

3.2 Tag Ranking by Neighbor Voting
Figure 3 shows neighbors derived leveraging different

modalities, and their tag voting for a seed photo (see Fig-
ure 1). During the preprocessing step, all meaningless and
misspelled tags of the seed photo are removed. We consider
only those words (tags) which are defined in the WordNet
dictionary. If tags have more than one words then we only
keep tags whose all words are a valid WordNet word. Thus,
our algorithm outputs a ranked list of tags satisfying above
criteria for photos.

Tag relevance score computation based on neigh-
bor voting. The tag relevance score of a seed photo p
is computed in the following two steps. Firstly, k nearest
neighbors of the seed photo are obtained from the experi-
mental dataset based on leveraging different modalities, as
described in Section 3.1. Next, the relevance score of the
seed photo’s tag t is obtained as follows:

s(t, p) = vote(t, p) − prior(t, k) (2)

where s(t, p); is the tag t’s final relevance score, vote(t, p)
represents the number of votes tag t gets from the k nearest
neighbors. prior(t, k) indicates the prior frequency of t and
is defined as follow:

prior(t, k) = k
Mt

N
(3)

where Mt is the number of photos tagged with t, and N is
the size of the evaluation dataset. For fast processing, we
perform the Lucene [1] indexing of tags and photos. Finally,
we rank tags t1, t2, ..., tn of the seed photo based on their
relevance score as follows:

rank(s(t1, p), s(t2, p), ..., s(tn, p)). (4)

Thus, social photos tag ranking based on geo, visual, and
semantics concepts are accomplished. We refer to these tag

Tag Set Avg Recall
G ∩ O 0.419

Geo Concepts (G \ V ) ∩ O 0.087
(G \ S) ∩ O 0.139

(G \ (V ∪ S)) ∩ O 0.031
V ∩ O 0.659

Visual Concepts (V \ G) ∩ O 0.405
(V \ S) ∩ O 0.592

(V \ (G ∪ S)) ∩ O 0.183
S ∩ O 0.572

Semantics Concepts (S \ V ) ∩ O 0.282
(S \ G) ∩ O 0.346

(S \ (G ∪ V )) ∩ O 0.107

Table 2: The coverage of tags from spatial, visual,
and textual modalities.

ranking systems based on neighbor voting (NV) as NVGC,
NVVC, and NVSC corresponding to geo, visual, and seman-
tics concepts, respectively. However, only one modality is
not enough to compute tag relevance scores because differ-
ent tags are covered by different modalities. For instance,
a geo-tagged photo that depicts a cat in an apartment is
described by tags that include several objects and concepts
such as cat, apartment, relaxing, happy, and home. It is a
difficult problem to rank tags of such photo based on only
one modality. Knowledge structures derived from different
modalities describe different tags of the photo (say, a cat is
described by visual content, (i.e., visual concepts), apart-
ment and home are described by spatial information (i.e.,
geo concepts), and relaxing is described by the textual meta-
data (i.e., semantics concepts)). The final score of a tag is
determined by fusing the tag’s scores for different modalities
(say, spatial, visual, and textual content).

Let O be the original tag set for a photo after removing
non-relevant and misspelled tags. Let G, V, and S be sets
of tags computed from neighbors of the photo-derived using
geo, visual, and semantics concepts, respectively. Table 2
confirms that different features complement each other in
tag coverage, which is helpful in computing tag relevance.
For instance, 10.7% of original tags are covered by only se-
mantics concepts, and not by other two remaining modalities
(i.e., geographical information, and visual content). Simi-
larly, 18.3% of original tags are covered by only visual con-
cepts, and not by remaining two modalities. Table 2 de-
scribes the following statistics the for three modalities men-
tioned above: (i) the fraction of original tags O which are
covered by only one modality (say, only G, V or S), (ii) the
fraction of O which are covered by only one modality (say,
G) but not by the one of other two modalities (i.e., V or
S), and (iii) the fraction of O which are covered by only one
modality (say, G) but not by both of other two modalities
(i.e., V and S). Thus, different modalities complement each
other and it is necessary to fuse them in order to further
improve tag relevance for photos.

Final tag relevance score computation using early
and late fusion techniques. Our fusion techniques for
tag ranking leverage knowledge structures derived from dif-
ferent modalities based on neighbor voting (NV). We refer
to them as NVGVC, NVGSC, NVVSC, and NVGVSC cor-
responding to the fusion of geo and visual concepts, geo and
semantics concepts, visual and semantics concepts, and geo,
visual, and semantics concepts, respectively. During early
fusion (EF), we fuse photo neighbors derived from different
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Figure 3: The system framework of neighbor voting scheme for tag ranking based on geo, visual, and semantics
concepts derived from different modalities.

modalities for a given seed photo and pick k nearest neigh-
boring photos based on cosine similarity for voting. We use
the following two approaches for late fusion: (i) accumulate
vote counts by using equal weights for different modalities
(LFE) and (ii) accumulate vote counts from neighbors of dif-
ferent modalities with weights decided by recall score (LFR),
i.e., the proportion of the seed photo’s original tag covered
by different modalities. Next, the relevance score of the seed
photo’s tag is obtained based on late fusion as follows:

s(t, p) =
m∑

i=1

wi (votei(t, p) − prior(t, k)) (5)

where m is the number of modalities, wi are weight for dif-
ferent modalities such that

∑m

i=1 wi = 1 and votei(t, p) is
the vote count from neighbors derived from the ith modality
for the tag t of the photo p.

4. EVALUATION
Dataset. We used the YFCC100M [29] (Yahoo! Flickr

Creative Commons 100M) dataset which consists of 100 mil-
lion media records (approximately 99.2 million photos and
0.8 million videos) from Flickr. The reason for selecting
this dataset is its volume, modalities, and metadata. For
instance, each media of the dataset consists of several meta-
data annotations such as user tags, spatial and temporal in-
formation, and others. Moreover, all media are labeled with
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Figure 4: Performance of fusion techniques.

automatically added (visual) tags with confidence scores de-
rived from a convolution network, which indicate the pres-
ence of a variety of concepts such as the ocean, food, and
scenery, say, with confidence 95%, 85%, and 92%, respec-
tively. We refer to such tags as visual concepts. There
are a total 1,756 visual concepts present in the YFCC100M
dataset.

Experimental dataset. Advancement in technologies
enables users to capture several contextual information such
as location, description, and tags in conjunction with a
photo. Such contextual information is very useful in the se-
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Figure 5: Baseline is original tag list. NVLV
and PRW are state-of-the-art techniques based on
neighbor voting and probabilistic random walk ap-
proach leveraging low-level visual features. Other
approaches are based on neighbor voting leveraging
our proposed high-level features and their fusion.

mantics understanding of the photo. Table 2 indicates that
concepts derived from geo, visual, and textual information
are helpful in social media applications such as tag rank-
ing and recommendation. Moreover, Li et al. [14] demon-
strated that learning social tag relevance by neighbor vot-
ing from photos of unique users performs better than pho-
tos of same users. Furthermore, during pre-processing, we
found that the average number of tags per photo is five and
approximately 51 million photos have location information.
Thus in our experiment for the tag ranking problem, we
only considered photos that have at least five user tags, de-
scription metadata, location information, and visual tags,
and captured by unique users. We selected totally 203,840
such photos from the YFCC100M dataset which fulfilled the
above-mentioned criteria. We refer to this dataset as the ex-
perimental dataset. It consists of 1,732 visual concepts out
of total 1,756 visual concepts present in the YFCC100M
dataset with approximately same proportion. Thus, our ex-
perimental dataset is a representative sample of 100 million
media records and has 96,297 unique user tags. Moreover,
we downloaded the ACC, RGB, and Tamura low-level vi-
sual features of photos in the experimental dataset from the
Multimedia Commons website [4].

Evaluation dataset. For the evaluation, we have ran-
domly selected 500 photos from the experimental dataset.
We refer to this dataset as the evaluation dataset. Our tag
annotation experiment consists of two steps. Since the aver-
age number of tags for a photo in the YFCC100M dataset is
five, during the first step we assigned photos in the evalua-
tion dataset to four evaluators and asked them to select five
most relevant tags for a photo from its user and visual tags.
Experimental results indicate that the evaluators have se-
lected approximately 2.36 user tags and approximately 2.64
visual tags for each photo. Average confidence scores of se-
lected visual tags are above 80%. This indicates that visual
tags with scores above 80% are very useful in describing
the photo. Thus, during the second step of annotation we
created tag lists of photos with all user tags (after remov-
ing misspelled words and preserving the original tag order)
and visual tags with a confidence score above 80%. Sim-
ilar to Flickr, we appended visual tags after user tags in
the tag list. Next, we assigned photos in the evaluation
dataset to six evaluators asking them to assign a relevance

score to each tag in the tag list. We assigned each photo to
two annotators to compute the inter-annotation agreement.
Each tag is assigned one of the following relevance scores:
most relevant (score 5), relevant (score 4), partially relevant
(score 3), weakly relevant (score 2), and irrelevant (score 1).
We treat this order and relevance score as gold standard in
our experiments. Since we assign each photo to two anno-
tators, we computed the Cohen Kappa’s coefficient κ [7] to
evaluate the annotation consistency. The computed κ in our
experiment is 0.512 which is considered as moderate to good
annotation [21]. We computed the Cohen Kappa coefficient
using the following standard formula:

κ = po − pe

1 − pe
(6)

where po is the relative observed agreement among raters,
and pe is the hypothetical probability of chance agreement,
using the observed data to calculate the probabilities of each
observer randomly saying each category.

Evaluation metric. To evaluate our tag ranking sys-
tem, we computed the normalized discounted cumulative
gain (NDCG) for the ranked tag list of a given photo. For
the ranked tag list t1, t2, ..., tn, NDCG is computed by the
following formula:

Nn = λn

n∑
i=1

2s(i) − 1
log(1 + i) (7)

where s(i) is the relevance level of the ith tag and λn is a
normalization constant so that the optimal NDCG is 1. We
compute the average of NDCG scores of all photos in the
evaluation dataset as the system performance for different
approaches.

Results. Our experiments consist of two steps. In the
first step, we computed tag relevance based on voting from
photo neighbors derived using three proposed high-level fea-
tures. Moreover, we compare the performance of our sys-
tems (NVGC, NVVC, and NVSC) with two state-of-the-
art techniques: (i) computing tag relevance based on voting
from 50 neighbors derived using low-level features such as
RGB moment, texture, and correlogram (NVLV) [14], and
(ii) computing tag relevance based on a probabilistic random
walk approach (PRW) [15]. In the second step, we inves-
tigate early and late fusion techniques (NVGVC, NVGSC,
NVVSC, and NVGVSC) to compute the tag relevance lever-
aging our proposed high-level features, as described in Sec-
tion 3.2. Figure 4 confirms that late fusion based on the
recall of different modality (LFR) outperforms early fusion
(EF) and late fusion with equal weight (LFE). Experimen-
tal results in Figure 5 confirm that our proposed high-level
features and their fusion are very helpful in improving the
tag relevance compared with state-of-the-arts. Results in
Figures 4 and 5 correspond to 50 neighbors of photos. Ex-
perimental results confirm that our results are consistent
with different number of neighbors such as 50, 100, 200,
300, and 500 (see Figure 6). Figure 7 shows the original and
ranked tag lists of ten exemplary photos in the evaluation
dataset. Tags in black and blue colors are user tags and
automatically generated visual tags from visual content, re-
spectively. Moreover, Figure 7 suggests that the user tags
are not sufficient to describe the objective aspects of pho-
tos. Visual tags are also very important in describing the
visual content of photos. Thus, our techniques leverage both
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Figure 6: Average NDCG scores for several approaches with the different number of photo neighbors.

user and visual tags in tag ranking. Similar to many ear-
lier works in tag ranking, we do not rank tags which are
a noun. For instance, we ignore tags such as Lukaskirche,
copenhague, and mount cook in Figure 7 during tag ranking.
Our tag ranking method should work well for a large col-
lection of photos as well since neighbors can be computed
accurately and efficiently using the computed concepts and
created clusters [16].

5. CONCLUSIONS
In this paper, we have proposed three novel high-level

features based on concepts derived from different modali-
ties. Since concepts are very useful in understanding pho-
tos, we first leverage them in determining semantically sim-
ilar neighbors. Subsequently, we compute tag relevance for
photos based on neighbor voting using late fusion technique
with weights determined by the recall of modalities. Exper-
imental results confirm that our proposed features are very
useful and complement each other in determining tag rele-
vance for photos. In our future work, we plan to investigate
the fusion of knowledge structures from more modalities and
employ machine learning techniques to further improve tag
relevance accuracy for photos.
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